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Abstract

In today’s proactive computing age, sensor networks monitor the environ-
ment, collect data, and execute tasks that affect our lives. The main ingredient to
this process is a tiny sensor node that demands a long operating lifetime. Because of
the sluggish growth of battery energy density, several research groups have developed
technologies to power these sensors with scavenged energy from vibration and light.
This highly variable supply mandates precision-on-demand processing. Distributed
Arithmetic (DA), a bit-serial algorithm for dot product computation, possesses this
capability to trade output quality for power consumption as demonstrated with the
use of full-custom circuits. This thesis evaluates the energy scalability of a DA-based
low-pass filter on a modern field programmable gate array (FPGA) and a standard-
cell core by employing static and dynamic techniques to reduce the number of filter
taps, coefficient width and input vector width. Power analysis of run-time scalable
implementations yields an 8.5 times increase in dissipation on the ASIC and 240 times
on the FPGA compared to a full-custom approach. Maximum scalability of the filter
order observed on each platform is just 58% and 40% respectively. The input width
scales in a similar fashion. Although the high fixed power offset precludes the use
of FPGAs and ASICs for sensor DSP applications, the scaling results indicate a low
power domain-specific reconfigurable array can potentially provide energy scalability

with run-time flexibility.
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Chapter 1

Introduction

Proactive computing[4] has emerged as the next major step in advancing computer
technology to meet the needs of the world population. It is, therefore, the main driver in the
development and deployment of widespread sensor networks throughout the environment.
These networks, or webs, possess the potential to conduct remote surveillance, monitor
hazardous substances, study eco-systems, and eventually automate many aspects of our
lives that are currently human controlled such as transportation and security. The slow
growth of energy density in batteries, however, is the limiting factor preventing widespread
sensor network deployment. Batteries also add undesirable weight and volume which runs
counter to shrinking device sizes[5]. In order to cope with battery limitations and prolong
sensor lifetimes, we power nodes with harvested energy from mechanical vibration and light.
This acquired supply, being extremely variable, necessitates the production of energy scal-
able devices which can provide precision-on-demand processing. In other words, a given
piece of hardware can trade output quality for power depending on the energy available.
Distributed Arithmetic is an elegant implementation for signal processing, which exhibits
excellent power scaling properties when designed with full-custom circuits. However, man-
ual design, placement, and routing of individual cells is often times too costly in terms of
manpower and time to be effective. FPGAs, through programmable interconnections, offer
new levels of scaling potential and an accelerated design flow. Meanwhile, standard-cell

based implementations represent a middle ground between reconfigurable hardware and
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highly-optimized circuits based on power consumption and design turnaround time. Tak-
ing these concepts into consideration, we explore the use of energy scalable Distributed

Arithmetic on alternate platforms.

1.1 Contributions of Thesis

This body of work investigates the scalability of DA on reconfigurable logic and
with the use of a standard-cell library. We accomplish this task by generating a synthesiz-
able, parameterizable, DA-based filter and downloading it to an FPGA board to measure
power at varying degrees of output quality and frequency adjustment. For the standard-cell
design, we reproduce this experiment, but analyze power through post-layout simulations.
Then, for each platform, we present graphs which illustrate the scaling trends. Compar-
ing these results to a full-custom implementation, we determine that the ASIC dissipates
around 8.5 times more power while the FPGA dissipates 240 times more power. Scaling
the number of filter taps within each platform reduces power by 58% and 40% respectively.
The input width scales by 54% and 20% and the coefficient width by 10% and 20%. This
motivates future work that includes the development of a domain specific DA array, which

is optimized for power consumption and targets sensor DSP applications.

1.2 Organization of Thesis

This thesis is organized as follows. The next chapter describes the Distributed
Arithmetic algorithm and hardware implementations that reduce memory and increase per-
formance. Some previous work is also summarized. Chapter 3 delves into the frequency
response of energy scalable approximate signal processing computation. Techniques which
provide this quality-on-demand processing are detailed. Chapter 4 presents the energy scal-
ing experiment on an FPGA where we evaluate the power based on accuracy trade-offs
and then analyze the data. We replicate the experiment and introduce improvements in
Chapter 5 for a standard-cell library. Finally we conclude by comparing the results from

the different studies and discussing future projects.



Chapter 2

Distributed Arithmetic

Distributed Arithmetic (DA) is a computational algorithm that performs multi-
plication using lookup tables. It targets the sum of products operation, which is commonly
used in DSP filtering and frequency transform functions[6]. The main advantage of DA is its
efficiency of mechanization. As opposed to a multiply-accumulate (MAC) structure which
computes bits of a single input vector in parallel, DA computes individual bits of multiple
inputs serially. As a result, when the number of filter taps exceeds the input vector width,
Distributed Arithmetic takes less clock cycles than a MAC operation[2]. DA also offers the
power advantages of serial operations: lower static power due to leakage despite increased
dynamic power[l]. In other words, DA-based filters exhibit lower gate counts than their
MAC counterparts because they don’t require multipliers. However, they mandate faster
clocking to maintain comparable throughput. This increase in switching activity can be
mitigated through approximate processing, where power and arithmetic precision are pa-
rameters that can be traded off in an ad-hoc manner[7]. Finally, the critical path of DA is
less stringent than that of a MAC, therefore, it is more amenable to voltage scaling. This
chapter derives the Distributed Arithmetic equations and details the implementation. It
also examines techniques to reduce the memory requirement and increase performance. The

chapter concludes with a summary of previous work with DA.
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2.1 Derivation

As mentioned earlier, Distributed Arithmetic is a bit-serial operation used to com-
pute the inner (dot) product of a constant coefficient vector and a variable input vector in a

single direct step. To understand how this works let us consider the following dot product:

K 1
y= Ak (2.1)
k=0

a and z are both M-dimensional vectors where a is a constant and z is an input. Now,
assuming that each element x; is an N-bit two’s complement binary number, we can express

it as
X 2

ar= by 2" T+ 2" (2.2)
n=0

where by; is the jth bit of z; and thus possesses a value of either 0 or 1. byy 1 is the sign

bit of xp. Combining Equations 2.1 and 2.2 yields:
]X 1 ])( 2
Y= ap[—bpv 12V T+ bgn2”] (2.3)
k=0 n=0

Rearranging the order of the summations in Equation 2.3 gives:

X1 X2x1
Yy=—- akbk(N 1)2N 1 + [ akbkn]2" (2.4)
k=0 n=0 k=0
Consider the bracketed term in the above Equation:

M1
2y = arbin (2.5)

k=0
Because each by, can only take on binary values, z, only has 2™ possible values[1]. These
values can be precomputed because the coefficients are constants. This is the basic deriva-

tion of Distributed Arithmetic. The next section illustrates the hardware implementation

of this approach.

2.2 Implementation

The implementation of Distributed Arithmetic involves the use of accumulators,
registers, and read-only memories (ROMs). No multipliers are required. The N-bit reg-

isters are used to store the input vectors. To understand how the coefficients are stored,
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we refer back to Equation 2.5. The z, term, which has only 2™ possible values, represents
a linear combination of the coefficient terms. Since the coefficients are constant, all 2
values of z, can be precomputed and stored in a 2™ size ROM. The bit-serial input data,
[boj,b1j,b25,b35,...,bx;] for j=0,1,2,...,N-1, can be used to directly address the ROM contents,
which can be dropped into an accumulator to obtain the the outer sum of Equation 2.4.
The first term of Equation 2.4, P i\iolakbk(]\; 1), is also stored in the ROM at address
bony 1),00v 1):02(n 1)5-be(v 1)) Additional control circuitry is required to handle sub-
traction when the sign bit addresses the ROM][1]. The accumulator output converges to

the final result, y, after N cycles. Figure 2.1 shows an example of the Distributed Arith-

e

0
A0
Al
A1+AQ
A2
A2+A0
A2+A1
A2+A1+A0
A3
A3+A0
A3+Al
A3+A1+A0
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A3+A2+A0
A3+A2+A1
A3+A2+A1+A0

A 4 ;

Y7 o

A 4

X3o0 | X31 | X32 X33

\ 4

X20 | X21 | X22 | X2s

\ 4

Xlo | X11 | X1z | Xls

A A

4x16 Address Decoder

X0o | XO1 | X02 | XOs >

/

RESULT

Figure 2.1: 4-Tap FIR Filter using Distributed Arithmetic[1]

metic architecture where a 4-Tap filter is implemented. The input vector, X holds four
elements that are four bits each. The ROM contains all 16 combinations of the constant
vector elements A;. Each of the X; elements is delivered one bit at a time, with the MSB,
represented by bit 3, first. Every clock cycle, the RESULT register contains the sum of
the left-shifted version of the previous RESULT value and the current ROM contents. T

represents the sign bit timing signal which controls the add/subtract operation. When T’ is
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high, the accumulator subtracts the current ROM contents from the left-shifted version of

the previous result. After four cycles, the RESULT register possesses the final dot product.

2.2.1 Reducing the Memory Requirement

Looking at the DA architecture, it is obvious that a large filter requires a sub-
stantial number of memories. We can cut the size of each of these memories in half by
interpreting the input data as being cast in a (-1,1) offset binary code. Then we can think

of xj, as

T = %[:L‘k — (—.CCk)] (26)

The negative of xj can then be written as

_ X1
—xp = —bgo + b2 " +2 VD (2.7)

n=1
where the over-score represents the complement of the bit. We can combine Equations 2.6
and 2.7 to make:

_ X1 _
[—(bko — bro) + (bkn, — bgn)2 ™ —2 VD). (2.8)

n=1

N[ =

T =
In order to simplify the notation we define
Ckn = bkn — Ekn n 75 0 (29)

and

ko = —(bro — bro) (2.10)
where ¢, can be either 1 or -1. We can now rewrite Equation 2.8 as

1 X1

J}kzz[

2 -2 VD, (2.11)
n=0

The convolution sum can then be written as

I X1
y== ap] 2 "—2 "D (2.12)
2
k=1 n=0
JX 1
= Qn)2 "+2 W DQ() (2.13)

n=0



CHAPTER 2. DISTRIBUTED ARITHMETIC 7

BEEE
-

8-Word
oD-
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Accumulator

Figure 2.2: 4-Tap FIR Filter using DA Reduced Memory Implementation|2]

where
Q(by,) = . %c,m and  Q(0) = X % (2.14)
k=1 k=1
Now Q(by,) has only 2K 1) possible amplitude values with a sign that is given by
an instantaneous combination of bits. The same 4-Tap FIR filter from the previous section
can now be mechanized by a 2K 1) ROM, a one-word initial condition register for Q(0),
an adder/subtractor, and a few XOR gates. Figure 2.2 shows the new reduced memory
implementation. The ROM contents in Table 2.1 indicate that the lower half under ”Q”
contains the mirror image of the values in the upper half with the signs reversed.
If we exclusive-OR, the least-significant bit of the first input vector with the LSBs of
the other input vectors and the sign bit timing signal, we properly address the ROM[2]. So

by interpreting each binary digit as a —1 or a 1 it is possible to cut the memory requirement

of DA in half, although adding some overhead in the way of XOR gates and registers.

2.2.2 Increasing the Speed of DA

In the last section we viewed a more area-efficient DA implementation that cut
the LUT sizes in half. Often, however, DSP tasks necessitate high clock frequencies. In
order to meet these speed constraints, we must exploit computational parallelism, increasing

switched capacitance in the process. Bit partitioning the input vectors into least-significant
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Input Code 8-Word
boy,  ban Memory Contents, Q
—1/2(A14+ A2+ A3+ Ay)
—1/2(A1+A2 A3+A4>
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(
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iy
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( )
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e i i el == = M e R en B es R e B e
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HOD—‘OI—‘OHO)—*O)—‘OD—‘OO?

=== O OO OO O
R R, OO, F OO Rk OO+~

Table 2.1: ROM Contents for Reduced Memory Implementation|2]

and most-significant sections is one way to accomplish this. Partitioning requires one of
two approaches: exponentially increasing memory or linearly increasing memory and the
number of adders. Figures 2.3 and 2.4 show the hardware implementation of two bits
being executed at the same time. In Figure 2.3, a separate memory for the LSB pairs is
needed and an extra term is used in accumulation. In Figure 2.4, we more than double
the number of address bits. If N represents the number of bits in an input vector and
L represents the number of bits per input vector executed in one clock cycle, then N /L
is the number of cycles required to compute the output and L represents the speedup|2].
Increasing the speedup of the DA computation can be useful to compete with fast MAC
implementations, to scale voltages, or to enter a sleep mode when computation completes.
This section illustrates the inherent flexibility provided in DA by revealing its performance

and area scaling capabilities.

2.3 Power Consumption and DA

As mentioned earlier, the most common computation in digital signal processing

is a sum of products (SOP). Distributed Arithmetic is one of the most efficient methods
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X00 [ X01 | X02 [ X03

X10 | X11 | X12 | x13 _%D* jD
p)

M 8-Word 8-Word
X20 | X21 | X22 J] ROM

X30 [ X31 | X32

Figure 2.3: Speedup Due to Linearly Increased Memory Requirement|[2]

for computing an SOP because of its bit-serial nature, which reduces area and allows ap-
proximate signal processing. Some applications where the use of DA is commonplace are
FIR filters, matched filters for physiological monitoring, discrete cosine transforms (DCTs),
multi-variable controllers, biquiadratic digital filters, and nonlinear filters[1]. In motivation
for work presented in this thesis, a brief summary of previous studies follows.

The main difference between the widely-used multiply-accumulate operation and
Distributed Arithmetic is the difference between parallel versus serial implementations. Past
research has demonstrated the advantages of serial computations: lower static power at the
expense of an increase in dynamic power and the opportunity for precision-on-demand
processing. These advantages are fundamental to DA being the architecture of choice for
energy scalability. Zhou[l], by extracting MAGIC layouts and running HSPICE transistor-
level simulations, showed that serial adders consume less overall power than their parallel
counterparts at low clock frequencies. This is due to the fact that at lower frequencies
the power due to leakage dominates. As CMOS technology scales to smaller geometries,

the impact of leakage increases and the advantages of serial computation scale to higher
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TR
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Accumulator

SWA
o
y T

Figure 2.4: Speedup Due to Exponentially Increased Memory Requirement[2]

frequencies. A similar trend was examined on multipliers but on a larger scale. This
demonstrates the advantages of using serial approaches for next generation energy scalable
devices. Previous work comparing DA and MAC further illustrated this point. When power
was the objective function of choice, Distributed Arithmetic outperformed a 16x16 MAC
implementation in a .18 pm process. This is obvious at larger filter sizes, because the
MAC requires faster clocking to maintain throughput. Within the DA architecture itself,
there are alternative implementations for various components. Zhou examined the impact
of substituting a 4x16 .18 pym CMOS SRAM-based shift memory in place of traditional
D flip-flops to store input vectors. Simulations of extracted layouts indicated a 1.4 to 9.5
times power reduction for input bit-widths of two or more. This was partially due to a 23%

lower gate count for the SRAM cell implementation.
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2.4 Summary

Distributed Arithmetic is a bit-serial technique for computing a convolution sum.
Because of its inherent energy scalability and its reduced area, it makes for an interesting
candidate for low power DSP design. Previous work with full-custom circuits has demon-
strated the lower static power of serial computations and the advantages of DA over MAC.

This motivates a new study targeting alternate platforms such as standard-cells and FPGAs.
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Chapter 3

Approximate Signal Processing

In the previous chapter we learned that as a serial algorithm, Distributed Arith-
metic, is an attractive alternative to MAC structures because of its reduced static power
consumption. DA can serve another purpose as well: dynamic power reduction through ap-
proximate processing. By scaling the number of filter taps, coefficient bit-width, and input
bit-width of the DA architecture, we can trade small amounts of arithmetic precision for
potentially large power savings. This precision-on-demand processing is extremely useful
in sensor applications where scavenged energy from vibration and light is highly variable.
The main question that arises from approximate signal processing is how much precision
is needed. We can answer this by observing the frequency response of reduced-precision
filters. With most DSP functions requiring frequency selective digital filtering, the results
presented can apply to various DSP designs targeting low power. The first section of this
chapter details several filter approximation techniques. The following sections compare and
contrast the frequency responses of the various approaches. Finally a summary of findings

is presented.

3.1 Experiment

In order to evaluate the notion of approximate processing, we mimic hardware
scaling with floating-point calculations in Matlab. The application simulated is a low-pass

filter with a cutoff frequency of 7/2. A rectangular window model is used to obtain the
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filter coefficients. Four techniques are applied to reduce the filter accuracy. The first uses
a variable number of taps to recompute the filter. This corresponds to loading different
memory configurations on an FPGA or executing different programs on a DSP processor.
Instead of recomputing the entire filter every time, we also truncate the number of filter taps
used in the computation. This scheme is dynamic because it involves enable pins to activate
or deactivate resources. Recomputing the filter coefficient bit-width is another approach.
Finally we also truncate the coefficient bit-width by feeding zeros into the least-significant
bits. All coefficients used in this experiment are rounded prior to convolution with the
input data. When adjusting the coefficient bit-width, we fix the number of filter taps to
256. Alternately, when we scale the filter order we utilize 16 bit coefficient data. The input
width is a constant 16 bits. Although Distributed Arithmetic has the capability to scale
this parameter as well, we do not do so in this study. This is because a filter’s response to
any input can be characterized by its impulse response. When we refer to the ideal case

filter in this chapter, we are referring to a 256-tap filter with 16 bit inputs and coefficients.

3.2 Filter Tap Truncation

Taps 1-4 Taps 5-8 Taps 9-12 Taps 13-16
16 16 16 16
= 0 = 1 = 1 = o0
N
+

Figure 3.1: 16-Tap Filter with 8 Taps Enabled
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Figure 3.2: Tap Truncation

As mentioned in the last paragraph, our first method trades filter accuracy for
reduced switching activity. By truncating the number of inputs involved in the convolu-
tion sum, we disable certain hardware blocks. Implemented through a set of enable bits
controlling multiplexers in the design, filter tap truncating can dynamically minimize fil-
ter order. In a typical DA unit, every set of four taps addresses a ROM with coefficient
data. Our scheme would ignore data from certain ROMs, sampling coefficients in the cen-
ter of the stream. Simulated results indicate a very good frequency response as seen in
Figure 3.2 with minimal overhead (Figure 3.1). This is consistent with previous work|[§]
which indicates that shorter Type I Filters are subsets of longer Type I filters and truncat-
ing the number of filter taps decreases stop-band attenuation but does not alter the cutoff
frequency. Our 256-tap filter shows that tap truncation by a factor of 9 still yields excellent
passband performance. The cutoff frequency is constant while the ripple in the stop-band,
though increasing, is within reasonable limits. Scaling down to 16 taps continues the same
trend: excellent passband response and increased ripple in the stop-band. The transition

region width worsens progressively with truncation. Scaling by a factor of 32 deteriorates
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the quality of the passband. This represents the scaling limit. To summarize; we observe
that the stop-band ripple effect and transition region width are functions of the number
of taps although their impact is not problematic until the scaling factor is greater than
15. With appropriate hardware, we can potentially reduce activity by the same margin
after adding a certain overhead. The next section explores a method to incorporate area

reduction as well.

3.3 Recomputing Filter Taps

Recomputing Filter Taps
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Figure 3.3: Recomputing Filter Taps

A static approach to decrease the filter order employs the use of a perl script
which alters the number of LUTs and shift registers in the DA architecture. In Matlab, this
corresponds to recomputing the filter for various sizes. Simulation results mirror those from
the previous section as seen in Figure 3.3. Passband response is ideal for scaling factors
under 30 and the stop-band ripple size only becomes problematic around 15. This bodes
well for those interested in low power as the accuracy trade-off translates into 15 times less

area, not including overhead. Although not inherently run-time scalable, recomputing the
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filter length can still offer dynamic scalability when targeting an FPGA. This is due to the
fact that FPGAs can store multiple configurations in an a piece of memory. By recomputing
the filter order, we gain the ability to reduce leakage and scale power in smaller geometries

because some coefficient terms are eliminated.

3.4 Comparison of Tap Approximation Methods

Filter Tap Approximation Error: Energy of Error/Energy of Ideal

10
Recomputing Filter Taps| ]
Filter Tap Truncation
10 E
107 E
107} 1
107 1
1075 1 1 1 1 1
0 50 100 150 200 250 300

Taps

Figure 3.4: Percentage Error of Two Tap Approximation Techniques

Thus far, we have examined techniques that change the number of coefficients
involved in the dot product computation. Although the plots are similar, we provide a
percentage error analysis of the two methods. This requires first computing the error signal
e which is shown in Equation 3.1.

K1
er = | fidealy| — | fsignaly| (3.1)
k=0
The signal fideal represents the frequency-domain ideal impulse response while fsignal rep-

resents the response at a particular parameter variation point. After obtaining the error,
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we find its energy shown in Equation 3.2.

ﬁ:ol lex|?
Eerror = f (32)

L represents the length of the frequency-domain ideal response filter which is 511 because
we have 256 taps and 256 inputs. Finally we determine the percentage error by dividing by

the energy of the ideal impulse response.

Eerror
Pappor = ——rr 3.3
T Yy i fidealy? (3:3)
L

The value Peyror in Equation 3.3 represents the error energy as a percentage of the ideal filter
response energy. We perform this calculation for each tap value from 1 to 256. Figure 3.4
shows the plot of percent error signals for the different methods. As expected, the two lines
of interest overlap throughout. The error is under 1% at 50 taps and under 10% at very
low filter sizes, which translates into good accuracy on top of low power dissipation. In the
next section, we shift focus, and explore the filtering characteristics of scaling the coefficient

bit-width.

3.5 Recomputing the Filter Coefficient Width

Another way to approximate a digital filter is to alter the effective magnitude of
the coefficient terms. One way to accomplish this is to recompute the filter with various
coefficient width scaling factors. This is the approach taken in Matlab which corresponds
in hardware to loading various configurations from memory onto a piece of programmable
logic. For other hardware types, this method is static because it necessitates a way to alter
the LUT width in the DA architecture pre-fabrication. The simulations examine bit-widths
of 16, 12, 8 and 4. Evaluating the plot in Figure 3.5, coefficient scaling by a factor of
two allows us to maintain excellent passband performance. Noise with magnitudes on the
order of 20 decibels, however, is injected into the stopband. Using 12 bits of coefficient data
improves the signal to noise ratio, however, scaling down to 4 bits results in output variation
throughout the frequency spectrum including large ripples and a very wide transition region.

When taking into consideration the stopband response, only widths of 12 and more offer
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Figure 3.5: Recomputing Coeflicient Width

acceptable quality. This permits us to reduce the width of the LUTs by 4 bits. When
utilizing flip-flops or SRAM cells to implement the lookup tables, this method can provide

area reduction.

3.6 Coefficient Width Truncation

In the first section, we reduced the filter size by truncating the number of filter
coefficients used in the computation. Because the lower-order bits in the coefficient data are
independent identically distributed random variables[9], for our final approach, we truncate
the number of coefficient bits used to compute the output. This requires padding the LSBs
with zeros. This is advantageous because it reduces the maximum carry propagation chain in
the adder circuit of the DA module and therefore, reduces switching activity. Implemented
by dividing the LUTSs into pieces and enabling them with the use of multiplexers, this
approach is completely dynamic and can be seen in Figure 3.6. The frequency response in
Figure 3.7 indicates the same trend as recomputing the coefficient bit-width. Bit-widths of 8

or more exhibit nice passband performance with minor variation, but the scaling introduces
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Figure 3.6: Coefficient Width Truncation in Hardware

noise in the stopband from coarser coefficient quantization. The output degrades beyond
acceptable levels when the coefficient width is scaled down to 4 bits. In this range it no
longer resembles a low-pass filter. Only coefficient widths of 12 or greater should be applied

when noise in the stopband becomes a concern.

3.7 Comparison of Coefficient Width Approximation Meth-

ods

Comparing the two coefficient bit-scaling methods, we determine that they possess
similar filter characteristics. This can be seen in the percentage error computation in
Figure 3.8 which highlights a semilog plot. We use the same formula from the filter tap case
except that we compute the error for every bit value from 16 down to 1. The only deviation
between the error signals of the two methods exists below 4 bits when coefficient padding
has an error of 100% and between 4 and 6 bits when the dynamic version (truncation) has
an error much worse than the 10% for the static scheme. The graphs intersect at values
of 9 and 14 and although recomputing the coefficient width is 1 to 2 orders of magnitude

better in this range, the absolute percent error for coefficient truncating is less than 1%.
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Figure 3.7: Coefficient Width Truncation

This is consistent with our observation that bit-widths of 8 or better offer a good response

for both approaches, but a width of 12 is needed to provide accuracy with minimal error.

3.8 Summary

This chapter examines DA as an algorithm capable of employing approximate sig-
nal processing. This comes from the basic assumption that DA exhibits stochastic mono-
tonic successive approximation properties[9]. Therefore, it can treat power and arithmetic
precision as parameters and can trade them in an ad-hoc manner. Four techniques are ex-
plored to approximate a simple low pass filter. The results are encouraging. Either through
static recomputation of the filter length or coefficient bit-width to reduce LUT area, or
through dynamic truncation of the number of filter taps and coefficient width to reduce
adder activity, we can trade large amounts of accuracy for theoretical power savings. We
can scale the filter order by 10 or 20 and maintain good output quality. The bit-width
scales by 1.5 to 2 but this is sufficient to impact the system on a smaller scale. We have de-

termined how much precision is required for maintaining an acceptable frequency response.
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Figure 3.8: Percentage Error of Two Coefficient Width Approximation Techniques

Of course, this depends to a large extent on the application, but we are able to differen-
tiate between filter types that resemble their ideal response and those that do not. This
then permits us to scale accuracy to this differentiation point, and reap the potential power
savings that result. In the following chapters we employ the techniques presented here on

realizable hardware to determine how much of this theoretical power reduction is possible.
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Chapter 4

Energy Scalable DA on FPGAs

Field Programmable Gate Arrays, with their lookup table based structure, have
been used extensively to implement Distributed Arithmetic. However, previous work has
focused predominantly on improving the speed and efficiency of DA for these platforms.
This chapter examines the energy scaling properties of DA on reconfigurable logic, a novel
concept motivated by successful demonstration with full-custom circuits and the logical
makeup of FPGA configurable logic blocks. Approaching reconfigurable DSP system de-
sign with power as the minimization criteria introduces the challenge of competing against
prefabricated silicon optimized for programmability. In our project, this translates into a
design exploration problem we attack by downloading various configurations representing
various accuracy filters to a small-scale FPGA and observing the power dissipated. This
trial and error approach allows us to determine whether FPGAs possess the capability to
employ energy-scalable approximate signal processing. This understanding guides our out-
look on future projects, which include a reconfigurable device targeting low throughput
sensor DSP applications powered by scavenged energy from mechanical vibration and light.
The first section in this chapter looks at the role FPGAs play in DA implementation. The
next section presents details of our first experiment including hardware diagrams and power
graphs. We also mention ineffective schemes which were tried and abandoned. The third
section describes a separate run-time scalable DA approach. The procedure, implementa-

tion, and results are presented. Finally, we close with thoughts on possible improvements



CHAPTER 4. ENERGY SCALABLE DA ON FPGAS 23

and future work.

4.1 The Role of FPGAs in DA Implementation

As attractive alternatives to full-custom and standard cell designs, FPGAs com-
bine hardware speed with software flexibility. Because of their programmable interconnect,
they are ideal for fast turnaround designs targeting high performance. FPGAs expand the
notion of scaling because they possess the capability of reconfiguring with different hardware
structures at run-time. This allows precision-on-demand processing when using Distributed
Arithmetic because we can reshape filter size and reduce switching activity on-the-fly. When
targeting sensor-based DSP operations, this adaptability is beneficial to handling a variable
energy supply.

Distributed Arithmetic, having a lookup-table based architecture, can also increase
bandwidth and improve throughput on FPGAs mainly because their logic blocks possess
the same structure[6]. In fact, a prominent FPGA manufacturer, Xilinx, has a drop-down
module for DA because it is known to produce very efficient filter designs. Meanwhile,
Grover and Shang have successfully removed the carry-chain in the critical path of DA
and verified the speedup on a Xilinx FPGA[10]. While these previous studies illustrate
the efficiency of DA on FPGAs, full-custom circuits highlight the power scaling capabilities
of DA. Combining these two ideas, we investigate the role reconfigurable logic can play in

providing energy scalability for sensor DSP applications.

4.2 Statically Scalable DA

4.2.1 Experiment

In order to evaluate accuracy for power trade-offs on FPGAs, we develop two
designs. The first uses a perl script with parameters to alter a Verilog description of the
DA architecture. Because this approach happens prior to generating binary configuration
data, it is a static scheme. However, multiple versions can be created, stored in external

memory, and loaded on the FPGA at run-time. Since this adjusts the filter size on the fly,
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Figure 4.1: Xilinx I/O Block|3]

we may still consider the method as being dynamic in the sense of run-time reconfiguration.
Aside from the hardware description of the architecture, the experiment also required tools
to synthesize, place and route, and generate configurations. This is accomplished with
the Xilinx Integrated Software Environment Version 6.2. Within this tool flow, we use
Xilinx’s XST (Xilinx Synthesis Tool) to perform synthesis, and IMPACT to generate the
configurations. The settings for the synthesis and place and route are chosen for minimal
area for reasons which will be shown later in this section. We allow the tool to determine how
to implement RAMs, ROMs, multiplexers, adders, and flip-flops because we specify area
as the minimization criteria. We enable configurable logic block (CLB) packing, register
removal, and resource sharing to further reduce this area. Logic extraction of pre-made
components and buffering is also specified. ModelSim simulates the design prior to actual
synthesis. The FPGA which we use for testing is a Xilinx Spartan II XC2S50-PQ208 from a
Digilent Pegasus Board. The Spartan II is composed of configurable logic blocks (CLBs) and
input/output blocks (IOBs), integrated with a complex routing structure. Figure 4.1 shows
the input/output block. It contains 3 flip-flops, various multiplexers, and some buffers.
Figure 4.2 shows half of a CLB known as a slice. It is composed of lookup tables (LUTS)
along with two flip-flops and carry logic. This allows easy synthesis of LUTSs, ripple carry

adders, and shift registers, which form the basic components of the DA architecture. Aside
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Figure 4.2: Xilinx CLB Slice[3]

from the FPGA, the board also contains Xilinx’s JTAG-Programmable System Flash so
the design can be made non-volatile, 3 expansion connectors, 7-segment displays, LEDs,
push and slide switches, and a 50 MHz oscillator. We choose this board because of its small
FPGA size (50K gates) and simple design. An Agilent 16702A Logic Analysis System is
used to verify output correctness. In order to test the DA-based filter, we program a second
Digilent board to supply test inputs, a frequency adjustable clock, and an asynchronous
reset. The test inputs included both maximum negative and positive impulse responses,
a stream of binary 1’s, and a stream of binary 0’s. The clock operates at 12.5 MHz, 6.25
MHz, 1.5 MHz, 780 kHz, 97.6 kHz, 24.4 kHz, and 1.5 kHz, variable through user input.

The test module, also described in Verilog, consists of a state machine that cycles through
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the various input patterns. In order to estimate the power of the DA block accurately,
we use one power supply for both boards. Adding an ammeter in series with the FPGA
core power supply allows us to measure the current flowing through the FPGA when the
DA module is operating. We multiply this current value by the FPGA input voltage to
obtain power. This process requires desoldering and soldering some wires on the Digilent
Pegasus in order to route the FPGA input through the ammeter first. In the next section
we present an architectural description of the DA unit used in the experiment followed by

some preliminary studies that guide our design decisions.

4.2.2 Hardware Implementation

X 4 16x16
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Figure 4.3: 4-Tap Version of Statically Scalable DA Implementation
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An example hardware implementation of our static energy scalable DA unit is
shown in Figure 4.3. We use the MSBs of the input shift registers to address a lookup table
containing a linear combination of the constant coefficient terms and an accumulator /shifter
to add all these values. A state machine supplies various control signals including a sign
bit timing signal, and a shift signal. In our power studies, we vary the input vector width,
the LUT width, the LUT depth, and the number of filter taps. The initial case we test
is a 24-tap filter with 16x16 LUTs and 16 bit inputs. When we adjust one parameter, we
set all others to this initial case. This is done with a perl script which writes verilog code.
In this implementation, the LUTs are synthesized as read-only memories. Therefore, the
coefficients cannot be changed dynamically. We pass inputs to the DA-based filter serially
in order to save input pins at the expense of faster clocking to maintain throughput. This
is in contrast to loading an input in parallel and computing the dot product serially. In our
study, we experiment with tap numbers from 4 to 28 in increments of 4. We also adjust the
coefficient width from 4 to 16 in increments of 4. The input vector width is varied from 4 to
16 bits and the ROM depth is varied from 4 to 256. This includes a version using a Xilinx
Block RAM. In the static implementation, we infer ripple carry adders for addition and
subtraction and flip-flops for shift registers. The output is registered every 16 clock cycles
regardless of the input vector width in order to allow stall cycles with reduced switching

activity. Before we delve into the results, we discuss some preliminary experiments.

4.2.3 Reduced Memory Approach

In Chapter 2, we discussed a method to reduce the size of LUTs in the DA ar-
chitecture by interpreting the input data as possessing a (-1,1) binary offset. Initially, we
considered incorporating this scheme into our DA module, but upon further inspection,
we realized the added overhead of an initial condition register, multiplexer, and addition
operand per LUT, outweighed the LUT reduction possible. This is because an FPGA can
route lookup tables more easily than other components, since its logic blocks contain LUTs.
The Xilinx synthesis tool extracts pre-made ROMs from the Verilog code when the LUT
depth is at least 16, which is not possible in the reduced-memory approach when four taps

are used to compute the address lines. Also, the initial condition operand for every LUT
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complicates any development of a fast adder scheme, despite the fact that it is zero for
fifteen out of sixteen clock cycles. When we measured the power for the reduced memory
implementation we found it to be higher than the initial implementation which confirmed

our predictions.

4.2.4 Pipelined Accumulation Scheme

b a
cl i
FA cin
d t
_Co | FA | C
S

Figure 4.4: 4:2 Adder

Looking at the Distributed Arithmetic architecture for the reduced memory im-
plementation in Figure 2.2, we observe the critical path to be the accumulation process.
For a large filter order, the adder requirement is substantial. Therefore, a single ripple
carry adder is not sufficient for high clock rates. This motivates a faster parallel adder
design geared towards reducing power through aggressive voltage scaling. Therefore, we

designed a pipelined accumulation scheme utilizing a combination of inferred ripple carry
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Figure 4.5: Pipelined Accumulation Scheme

and four-two adders. The logic diagram for a four-two adder can be seen in Figure 4.4.
It is two full-adders with the sum of one addition being fed into another. The four-two
has three outputs (S,Ci,Co) instead of two because there is a second sum term (Ci) that
is multiplied by two just like the carry-out. The advantage of a four-two adder is that we
produce a sum independent of the carry out. This transforms four levels of addition into
two levels in a single step. In our 16-tap implementation we utilize parallel ripple-carry
adders to generate the two’s complement of the LUT data. We have four LUTs and four
initial condition registers so we must add 8 terms, which requires two chains of four-two
adder structures. First, however, we simplify the sign extension bits by executing a pro-
cedure which replaces these values with 1’s and a complement of the sign bit. If the sign
bit is zero, the complement is one which forces the sign extension bits back to zero. If,
however, the sign bit is one, the complement is zero and the 1’s represent the sign exten-
sion. Table 4.1 illustrates this method in dot diagram form. The X’s indicate that the
value could be a one or a zero. The other letters (v,w,y,z) represent sign bits of the various

terms. By cascading 16 four-two adders together we build a structure shown in Figure 4.6
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Figure 4.6: First-Level Adder

Figure 4.7: Second-Level Adder

which adds four terms and produces two terms, a 16-bit term (f) containing the cl’s of
the four-twos and a 17-bit term (e) containing the sums and carry-out of the four-twos.
Thus, we instantiate two of these structures in order to reduce the next level down to 4
terms. Another structure shown in Figure 4.7 built from the cascade of a half-adder and
16 four-two adders allows us to add these four terms. The second-level adder produces a
16-bit term (f) containing the c1 bits from the four-twos and a 18-bit term (e) containing
the sums of the half and four-two adders and the carry out. After two levels of four-two
addition, we are left with only two terms and some sign extension bits we have ignored up
until now. We concatenate these bits with one of the second-level adder outputs and add
the two terms with a ripple carry adder. We instantiate another ripple carry structure to

add the accumulator output to this result. Since we have broken the addition sequence into
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portions, we can pipeline the design. Therefore, we insert registers after complementing the
LUT data, after the second-addition level, and after adding the final two terms. Figure 4.5
illustrates the hardware required. Because we seperate several sequential ripple-carry levels
with flip-flops, we expect to see a tremendous speedup capable of delivering power gains
through voltage scaling. When we synthesized the DA module, we did observe a speedup of
133% because the maximum operating frequency increased from 43 MHz to 100 MHz. We
also parameterized the adder scheme so that it could adjust to filter orders of 4, 8, and 12.
At first we attempted to parameterize every connection of four-two, full, and half-adders,
but this was overly time-consuming, so then we built four custom adders and used a perl
script with filter order as an input to place the proper adder in the DA unit. Although
the speedup we obtained was encouraging, it did not translate into voltage scaling. This
is because the FPGA requires a supply higher than the the scaled voltage to drive the
output pins. This was noticed when we observed the clock that triggers the logic analyzer
on an oscilloscope during voltage scaling. The clock would shut off when the supply voltage
was somewhere between 1.7 and 1.9 volts depending on the configuration file. As a result,
the tremendous overhead in terms of additional flip-flops and adders caused a noticeable
power increase. Therefore, we did not incorporate the pipelined accumulation scheme into
the Distributed Arithmetic unit when we conducted our power analysis. This preliminary
study illustrated that designing for low power on an FPGA requires abandoning principles

fundamental to design on other platforms.

4.2.5 Xilinx Block Memory

In the previous section we saw that FPGAs are not amenable to voltage scaling
because the voltage required to sustain a logical output is between 1.7 and 1.9 volts. Thus,
we targeted another term in the power equation: the effective switched capacitance. This
transformed our power goal into minimizing the FPGA logic cell count of the design. With
this in mind, the Xilinx Block Memories offered enormous appeal because they are separate,
efficiently designed components, not included in the logic cell framework. We replaced the
LUTs in the DA architecture with Xilinx Block RAMs, hoping to reduce power. Since

there are only 8 of these structures in the Spartan II, the DA module was limited to
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a maximum of 32 taps. When we incorporated these RAMs into our DA block, they
were severely underused because each had the capacity to hold 256 elements, but we were
only storing 16. We configured the RAMs for read-only access and zero pipeline registers
because we did not want to make the coefficients dynamic, and because we wanted to
minimize area. Unfortunately, power measurements with Xilinx Block RAMs replacing
inferred ROMs showed an increase in power dissipation despite a smaller logic cell count.
This is probably because when we use a RAM module, it turns on the entire RAM space
including all the overhead needed to make it reconfigurable. The extra power from these
components, although not used, probably contributes to the total power. The memories are
located at the boundary of the FPGA in columns|3], therefore their location from an average
CLB would be further than an inferred ROM. The extra wire length and capacitance due
to this routing distance could also have contributed to extra power dissipation. In order to
maximize capacity, we increased the LUT depth in the DA architecture by increasing the
number of address lines to each LUT. This did not change the outcome. Despite the fact
that the memories had a read-only setting enabled, we also experienced a full cycle read
latency, forcing us to alter the control circuitry. We decided based upon the power results

from this study, not to build our LUTSs from these components.

4.2.6 Altera Flex10K

Before the Xilinx parts arrived at the lab, we downloaded some configurations to
an older Altera Flex10K FPGA. This board, with an FPGA designed in an older process,
required a higher voltage supply. We assumed this FPGA was not adequately tailored for
our FPGA experiment. Nevertheless, we obtained area estimates from Altera tools such as
MAX-PLUSII and Quartus, and confirmed that the verilog code operated correctly. Tim-
ing information was also helpful in determining whether a routed design would satisfy our
frequency constraint of 12.5MHz. The preliminary Altera configuration allowed a smooth
transition to the Xilinx experiment because correctness, area, and speed were already estab-
lished. The only matter that was unresolved was a constraints file containing pin locations
for the Xilinx chip. Before the Altera part of the FPGA experiment, we utilized Design

Compiler to perform synthesis. However, studying the synthesis options on the Altera tool
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strengthened our design to abandon the ASIC compiler in favor of one that understands
FPGA architecture and makes platform and vendor only optimizations. Similarly, studying
the place and route settings established the degrees of freedom we had to optimize the
design for power. This information helped accelerate the Xilinx experiment when the parts

became available.

4.2.7 Results
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Figure 4.8: Static Filter Taps vs. Power

From the information obtained in the previous sections, we realize that voltage
scaling on FPGAs is futile because the supply voltage required is too high to achieve power
reduction. Therefore, we optimized for area in hopes of also minimizing switching activity
from the routing structure. Unfortunately, contemporary tools do not possess a setting to
minimize power. We download various statically scalable DA implementations to the Digi-
lent Pegasus board and measure the current and voltage at the FPGA core. After storing
collected data into an excel spreadsheet, we generate various plots depicting the different
tradeoffs. The first graph we present is Figure 4.8. This corresponds to downloading filters
of various orders on the Spartan II, mimicking a large non-volatile memory of binary config-
uration data. We vary the filter taps from 4 to 28 taps in increments of 4 while maintaining

16 by 16 LUTs and 16 bit input vectors. The plot illustrates that in the MHz frequency
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range, the power scales linearly with the filter order. We observe a 5 mW drop from 28
to 4 taps at 12.5 MHz and half this amount at 6.25 MHz. This corresponds to 35-40%
power scalability despite the fixed overhead of the FPGA. At lower frequencies, however,
the dissipation is dominated by static power due to analog bias currents and the on-chip
PLL. As a result, consumption is a constant 2.5 mW at 780 kHz or lower. This power is in

excess of what an energy scavenging supply can deliver.

Coefficient Width vs. Power
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Figure 4.9: Static Coefficient Width vs. Power

The next parameter we scale in our experiment is the bit-width of the coefficients.
This reduces the width of the LUTSs in the design. We keep the filter order fixed at 24-taps.
Similar to the last scheme, we run a perl script that recalculates the coefficients stored in
the LUTs and download configurations for various widths to the Spartan II. Figure 4.9
shows the plot. The results are similar as we scale from a bit-width of 16 down to 4 in
increments of 4. At the highest two frequencies we observe 15-20% scalability while at kHz
frequencies the power is a constant 2.5 mW. Frequency scaling is also non-existent in the
kHz range which explains the high offsets in the graph. The 3 mW drop at 12.5 MHz results
primarily from reduction in routing congestion because we suspect ROM area is not very
expensive. This hypothesis is based on high power impact of Xilinx Block RAMs and an
LUT study that appears later in this section. What is interesting to note is that widths

of 16 and 12 possess the same power because the coefficient data is sign extended before it
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is passed through the adder and the LUT area savings are minimal when only 4 bits are
eliminated. When the bit-width reduction increases, the tool can optimize these extra sign

bits, faciliating reduced activity.

Input Width vs. Power
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Figure 4.10: Static Input Width vs. Power

Scaling the input vector width has a similar impact on power. Figure 4.10 shows
the plot when scaling from 16 to 4 bits maintaining 6 16 by 16 LUTs. The trend is noticeable
from 14 to 6 input vector bits when the power drops about 2 mW at 12.5 MHz and 1 mW at
6.25 MHz. This corresponds to 15-20% scalability. Frequency scaling does not impact power
reduction in the kHz frequency range as expected due to the fixed minimum overhead of the
FPGA. When scaling the input width, we register the output every 16 clock cycles in order
to reduce the activity linearly. The power scales minimally despite smaller shift registers
and more idle time. There is, however, the overhead of a comparator which determines
when the computation is complete. A four-bit counter is clocked every cycle regardless of
the input width. Therefore, we stall the algorithm for the cycles between when the input
has traversed the shift register and when the output is registered. The shift register has
the same length as the input width. It is important to note that when the input width is
16, no stall cycles are needed. The comparator is also eliminated because the synthesis tool
can optimize binary multiples and eliminate unnecessary components.

The final parameter we scale does not alter the accuracy of the filter at all. In-
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Depth vs. Power
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Figure 4.11: Rom Depth vs. Power

stead, we evaluate the power consumption when varying the depth of the LUTs in the DA
architecture. In a full-custom design, where the memories are hand optimized, there is a
shallow minimum around SRAM bank sizes of 16 and 32[11]. Although we are utilizing
ROMs instead of RAMs, we also expect to obtain a minimum in the neighborhood of 4 or 5
address bits per LUT. Figure 4.11 illustrates the power consumed for LUT sizes of 4, 16, 64,
and 256. We also provide a data point showing the power when incorporating a 256-depth
Xilinx Block Memory. The results are similar to a full-custom approach because we see a
shallow minimum at 6 address lines or a depth of 64 words that is noticeable only at high
frequencies. Depths of 256 and 16 add about 1.5 mW (12%) of power at 12.5 MHz. This is
intuitive because routing activity dominates the power and large LUTSs require lots of local
routing congested in a particular area with other components farther away, whereas small
LUTs require lots of global routing to connect different blocks. On top of this, smaller LUT
depths for a fixed 24 tap filter, increase the number of adder terms which can affect hard-
ware size and routing as well. A depth of 64 words apparently strikes a balance between
the two extremes. We also evaluate the power impact of using the Xilinx Block RAMs.
When compared against an inferred ROM of the same size and depth, the Xilinx memory
increases the power by about 3 mW (28%) at 12.5 MHz. This indicates the high current

draw from the use of these structures. With 24 filter taps, we were not able to try larger
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LUT depths because of logic cell constraints. In our study, we continue to use LUT sizes of

16 because it is common to past DA designs and allows a number of tap values to be tested.

Stopband Attenuation vs. Power
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Figure 4.12: Stopband Attenuation vs. Power
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Figure 4.13: Transition Region Width vs. Power

By combining information from the power graphs obtained and the frequency
response approximations in the previous chapter, we create scaling plots for the stopband
attenuation and the transition region width as shown in Figures 4.12 and 4.13. The graphs

illustrate what one would expect to see. When we narrow the main lobe width and expect
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very good attenuation in the stopband, a large amount of power is dissipated. When we
relax both of these requirements the power goes down. The transition region width is
inversely proportional to the power consumed. The values on the x-axis of this graph are
the values corresponding to when the stopband attenuation reaches -20 dB for different tap
values. The stopband attenuation graph follows the same trend. We measure the x-axis
values near the peak of the first visible side lobe for coefficient widths of 4, 8, 12, and 16.
These two graphs provide proof that the FPGA can, at frequencies higher than 6 MHz,
trade arithmetic filter precision for power consumption. We cannot, however, overcome the

fixed overhead of the FPGA which translates into a lack of scalability at lower frequencies.

4.3 Dynamically Scalable DA

4.3.1 Experiment

The previous implementation of DA explores power scalability through reconfig-
uration. In this section we present an architecture designed to employ run-time scaling
through user input. I/O pins control the number of taps, coefficient width, and input
vector width of the DA module. These parameters correspond to effective values because
although the area is fixed, these are the numbers used in the computation. The details of
the experiment are quite similar to that of the static approach with the exception that the
second Digilent board now provides parameter control and coefficient loading capabilities
along with the filter input, frequency adjustable clock, and asynchronous reset. Because the
Pegasus is limited by slide and pushbutton switches, we pass input width enable bits from
an external protoboard through the expansion port. All synthesis and place and route soft-
ware settings remain the same. The Agilent 16702 Logic Analysis System is used to verify
output correctness. Since the DA area is fixed in this implementation, we design a 28-tap
DA filter with 16x16 LUTs and 16 bit input vectors. This empowers us to use the filter tap
truncation method from the last chapter to test effective values of 28, 20, 12, and 4. We also
exploit coefficient width truncation in this implementation and test effective values of 16,
12, 8, and 4. Similarly, we vary the input vector width from 16 to 8, 4, and 2. Analogous

to the static implementation, we simulate a low pass filter with a cutoff frequency of 7/2.
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In the next section we detail the hardware that permits this run-time scaling procedure.

4.3.2 Hardware Implementation
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Figure 4.14: RAM Implementation

The dynamically scalable DA implementation is similar to the static implemen-
tation in that the fundamentals of the DA algorithm remain intact. We still utilize an
LUT-based structure addressed through the input vectors and an accumulator to add
the coefficient data stored in the LUTs. However, our interpretation of the LUT now
changes. Instead of using traditional read-only-memories, we employ the use of random-
access-memories (RAMs). This allows us to make the coefficients dynamic. Since a filter
is described by its coefficients, we can now implement entirely new filters completely on-
the-fly. During testing, the test module stores an LUT of coefficient values and outputs
them row by row to the DA module after an initial reset. In order to implement a different
filter of the same order, we could simply change the precomputed coefficient terms that we
transfer to the DA block. A special setup mode pin is passed from the test module dictating
if the DA will accept coefficient data to store into its RAMs. Based on the observations
of the last experiment, we avoid using the Xilinx Block Memory. Instead we inferred the

RAMs from the Xilinx synthesis tool. A diagram of the RAM module can be seen in Fig-
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Figure 4.15: Input Enable Approach

ure 4.14. A multiplexer determines whether the address will be a sequential write address
or a read address. This multiplexer is controlled by the setup pin which allows it to select
the write address when we are loading coefficients. The write signal to each of the RAMs is
controlled by the DA state machine. The clock input is a divided frequency of the 50 MHz
oscillator from the test board. The inputs and outputs are only 4 bits because in order to
implement coefficient truncation, we split each 16 bit coefficient RAM into 4 smaller RAMs,
enabling the latter three with bypass multiplexers controlled by user enables. As a result,
we implement 28 inferred RAMs, four for every set of 4 taps. We maintain a RAM depth
of 16. The diagram of the coefficient truncaton can be seen in chapter 3. We follow this
diagram, however, we replace the constant values at the multiplexer selector pin with user
controlled input. Bypass multiplexers also control tap truncation where 7 RAMs are capa-
ble of providing data but the user determines how many will be symmetrically disabled. We
control input width in a slightly different manner. Multiplexers allow shifting of inputs that
bypass the lower order bits. The muxes actually control whether a flip-flop is considered a
high or low order bit. We scale the effective width from 16 to 8, 4, and 2. This mandates
3 muxes per shift register. The first passes either the value of the input to the DA module

or the previous shift register MSB if the effective width is 8 or the value of the previous
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Figure 4.16: Input Enable Approach Used

flip-flop if the effective width is 16. Similarly, the second multiplexer controls whether we
choose a width of 16 or 4 and the third controls whether we choose 16 or 2. Figure 4.15
illustrates a 4-tap filter example for the input enable scheme. The output registers every
16 clock cycles as in the previous implementation, so reducing the effective width drives
the DA state machine into an idle state to limit switching activity. Analogous to the static
implementation, we actually implement a single shift register and interpret it as multiple
vectors. This is in order to simplify the shifting in the verilog code. Instead of using one-hot
encoding as in previous diagrams, we actually use binary encoding to reduce the number
of tap enables from 7 to 2 and the number of input enables from 3 to 2. This enlarges the
multiplexers in the process but saves precious input pins on the FPGA. The new diagrams
for tap truncation and input width adjustment can be seen in Figures 4.16 and 4.17. De-
spite adjusting filter precision on-the-fly, we still expect to maintain acceptable frequency
response as evident from the approximation studies in the previous chapter while in theory
reducing switching activity. This includes activity in the state machine from reducing the
input width and activity in the adder from tap and coefficient width truncation. Replacing
LUTs with RAMs in the architecture empowers us to re-implement the filter by loading

new coefficients. All these scaling schemes, however, come at a cost. This cost includes
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Figure 4.17: Filter Tap Enabling

additional control, multiplexers, and RAMs. We perform addition in the same way as in
the static implementation, choosing ripple carry adders because the throughput constraint
is not severe and the area of a pipelined adder comes at too big a cost. It is important to
note that an FPGA can implement ripple carry adders quite efficiently because of the carry
logic inside its CLBs, therefore clocking a DA unit such as ours at frequencies on the order
of 10 MHz will not violate the cycle time. In the next section we detail the results obtained

from downloading this implementation to the Spartan II.

4.3.3 Results

While the static implementation requires reconfiguring the FPGA several times,
this dynamic implementation only has to be configured once because we adjust all the
parameters at run-time. Figure 4.18 shows the results of filter tap truncation. As predicted,
no power scalability exists at frequencies in the kHz range or lower. However, tap truncation
from 28 to 4 taps at 12.5 MHz and 6.25 MHz only reduces power by about 2 (15%) and
1 mW (12%) respectively. Static recomputation of the number of filter taps, as we recall,
provided about twice this percentage. It seems the additional overhead in terms of area and

switching activity from implementing the dynamic features increases dissipation because
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Figure 4.18: Dynamic Filter Taps vs. Power

the power offset is about 4 mW higher. This probably dwarfs the impact from feeding
zeros in the adder at smaller tap values. Another possibility is that the real effect comes
from area reduction, something not possible in this implementation. Other parts of the
tap truncation graph appear just as they did in the static recomputation approach in the
previous implementation. Reducing the clock frequency in the MHz range reduces the power
linearly and reducing the clock in the kHz has almost no impact on power because of the
fixed static power from analog bias circuitry.

Figure 4.19 shows the impact of coefficient width truncation. This plot is similar
to static width reduction, but on a smaller scale. First there is a 2 mW offset in the dynamic
approach partly because more taps are utilized and more overhead is required. Secondly,
we only observe 15% and 6% scalability at the two highest frequencies when scaling from
16 to 4 bits. This is in contrast to 15-20% scalability in the static case. Some of this is
expected because the area is larger, however, feeding zeros into the lower order bits should
reduce critical path activity by more than is shown. We suspect the substantial increase in
overhead congests the routing, and thereby limits some of the scaling effects we expect.

Figure 4.20 shows input vector width scaling. Unlike the static scheme, this
method offers almost no scalability except for what we would expected from adjusting

the clock frequency. The power is constant from using 16 to 2 bits. We suspect this again
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Figure 4.19: Dynamic Coefficient Width vs. Power

is because of the extra routing activity. It is not reasonable to compare this input width
truncation process with its static equivalent primarily because the area is fixed, so there
are a fixed number of flip-flops which the clock net touches. A long idle state without clock
gating cannot change this fact. Based on the power results we obtain in this experiment,
we conclude that any implementation of addiional scalability requires an area overhead that
can complicate design routing to the point that the attempt is not worthwhile. This im-
plies that reducing power on an FPGA is directly equivalent to reducing area. Because our

dynamic implementation has a fixed area, we are not able to obtain much scalability.

4.4 Possible Improvements

These preliminary studies indicates several opportunities for further research. Be-
cause the implementation of extra scalability features forces potential routing congestion
which dwarfs any scaling impact, we need to take advantage of the reconfigurability of
FPGAs. The static DA module which offered up to 3540% scalability, if implemented on
an ASIC or full-custom circuit, would not be run-time scalable. However, an FPGA could
utilize its inherent flexibility to adapt and reconfigure designs to meet environmental con-

ditions. We must, therefore, find means to reduce static power which dominates the total
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Figure 4.20: Dynamic Input Width vs. Power

power. This mandates using low-power circuit methodology when designing CLBs and rout-
ing structure. Manual routing of our DA-based design could limit the additional overhead in
both the static and dynamic designs and allow steeper scaling curves. A power-aware soft-
ware algorithm which understands the FPGA architecture could be more beneficial. There
are also other avenues to pursue. Although it requires additional overhead, clock gating
parts of the state machine during idle time and the coefficient RAMs after loading could
have a positive impact. This is because the high offset at kHz clock frequencies indicates
the possibility that the clock net dissipates a substantial amount of power. Similarly, gating
the shift registers of disabled taps and gating the output register could also improve scaling
trends. Timing analysis of the DA unit determines the maximum path of the DA block to
be from the input pad of the clock to the actual clock net with the majority of this delay
caused by routing. Registering the clock pin does not change this fact which is expected,
however, further examination and reduction of this clock path could potentially allow the
voltage to scale further. In our design, we do not consider if a filter has linear phase be-
cause we want our module to encompass all filters, including those without linear phase.
However, because linear phase introduces symmetric coefficients, we can dynamically halve
each LUT based on an input pin. This input pin would indicate if a filter has linear phase.

In our LUT size study, we find 64 word LUTs to be optimal, but we chose 16 word LUTs in
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our implementations. Further studies could utilize 64 word LUTSs to see if the power offset
and scaling is better. In Chapter 2, we observed that DA can offer substantial speedup
by executing multiple bits at the same time at the expense of some overhead. We could
experiment with this parallelism and then enter a sleep mode with everything but a clock
and counter gated off. This might reduce the average power even though the input width
would be harder to scale. Introducing pin constraints which minimize routing is another
approach we can take to reduce power. We could also pass the coefficient data serially
as opposed to row by row. This would take more clock cycles, but reduce the amount of
work in each loading cycle. We speculate, however, that, aside from redesiging the CLBs or
creating a power-aware routing scheme, none of these new ideas can change the underlying
fact that static overhead from analog bias currents and switching activity from the routing

structure dominates the power in an FPGA.

4.5 Summary

The key problem with using FPGAs for energy scalable signal processing is that
they are designed for random netlists, not a highly structured computation unit such as
Distributed Arithmetic. This is because of the fine-grain nature of the configurable logic
blocks and the domination of total power by the routing resources[12]. For current FPGAs,
we must design with area as the objective function to reduce power which is not normally
the case with full-custom or standard-cell design. This is why the static implementation
offers more scaling possibilities than the dynamic one. The area overhead of dynamic
features is multiplied several times by the routing overhead required. Voltage scaling is
very limited as well because the current required to maintain a logic output is too high to
see any power gains. The clock shuts off before the delay becomes intolerable. The fact that
lower frequencies offer non-existent scaling precludes targeting low frequency sensor DSP
applications with FPGA hardware. Another reason the FPGA experiment is problematic is
because as designs shrink to smaller geometries the impact of static power is greater. This
appears to be the dominant component in current FPGAs. In order to reduce the power

consumption, some sort of power-aware methodology needs to be employed to reduce the
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impact switching in the programmable interconnect. Power consuming resources such as
the on-chip PLL, adders, multipliers, multiplexers, and registers necessitate redesign with
power efficient schemes and devices such as transistor stacking, adaptive body biasing, and
high threshold devices. This will reduce the leakage common to modern FPGAs. Since
all of these components are geared towards general purpose use, power-aware design could
significantly improve power scaling properties. Nevertheless, the FPGA study presented
in this chapter shows that at high frequencies the FPGAs can in fact, trade precision for
power up to 35-40% in static tap variation using approximation techniques and appropriate
hardware such as Distributed Arithmetic. Therefore, power-scalable reconfigurable logic
can still be a reality if the above issues are addressed. This is why we are currently building
a reconfigurable array targeted for sensor DSP applications. In the attempt to build fast
turnaround designs while removing overhead, the next chapter provides an exploration of

energy scalable DA using a standard cell library.
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Chapter 5

Standard-Cell Implementation

In the previous chapter, we investigated the capabilities of reconfigurable logic for
executing power scalable signal processing. The conclusion we drew was that the dynamic
power overhead from the programmable routing structure and the static power from analog
bias currents and logic cells dominates the power, limiting the scaling possibilities. This
prevents environment-based reconfiguration because the fixed power offset is too high to
scavenge sufficient energy from surrounding areas. An optimized circuit would certainly
mitigate this problem, but it would entail a costly design and verification process, taking
longer to go from concept to fabricated silicon. Meanwhile, a standard cell flow containing
automated synthesis and place and route, offers a middle ground between full custom design
and reconfigurable logic. Therefore, in this chapter we replicate our energy scaling experi-
ment on an ASIC core using the Virginia Tech Standard-Cell Library[13] and analyze power
consumption through post-layout simulations. Without the extra switched capacitance of
the FPGA, we expect steeper scaling curves and significantly reduced dissipation.This chap-
ter first details the tool flow utilized to go from our Verilog description to post-layout power
analysis. Next we present results from our statically scalable DA implementation. This is
followed by results from our run-time scalable implementation and a more improved version.
Finally we summarize our findings and lead into the next chapter which compares the ASIC

results with those of the FPGA and full-custom implementation.
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5.1 Tool Flow
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Figure 5.1: Standard-Cell Flow

Before we describe the tool flow utilized to generate power results from our exper-
iment, we first need a library to map the design to. We settled on the Virginia Tech library
because it was easily available and very well documented. This library is developed based
on the TSMC 0.25 ym technology with the layouts developed using a modified version of the
Cadence NCSU design kit versions 1.1, 1.2, and 1.3, using the MOSIS DEEP design rules.
The layouts include mostly simple cells(2 and 3 input combinational cells, tristate buffers,
flip-flops, and latches) and a few complex cells like a Full Adder and various MUXes[13].

The most time consuming portion of this project is setting up the tool environ-
ment needed for post-layout simulation data. The reason this is so difficult is because tool
migration forces adjustments that ensure compatibility with every part of the flow. Much
like the FPGA experiment, we start with an RTL Verilog description of the energy scalable
Distributed Arithmetic unit. Utilizing both ModelSim and Cadence’s NCVerilog to execute
a functional simulation, we verify the output accuracy of the design. The next step is to
produce a gate level netlist. For this, Synopsys’s Design Compiler is used. Additional files

needed for synthesis included a Synopsys design format (.db) file describing the Virginia
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Tech cells, a Synopsys setup file describing, among other things, bus delimiters and out-
put formats, and a synthesis script detailing time and area constraints along with output
types. We obtain the setup file and .db file from Virginia Tech as part of a free university
distribution program. In the synthesis script, we set the timing constraint to 80 ns which
corresponds to 12.5 MHz, the fastest frequency tested on the FPGA. The clock skew is
set to 40 ps, the output delay to 600 ps, and the input delay to 32 ps. After the timing
constraint is satisfied, we set the script to reduce the area as much as possible, including
optimizing boolean structures and reusing resources. Finally, we set ultra optimization on
which leads to the best area and timing reductions in Design Compiler. Timing and area
reports post-synthesis verify that the design has a positive slack and the area is reduced as
much as possible by the ultra setting. We simulate the gate-level verilog netlist produced
to ensure the design works. This necessitates the inclusion of a verilog description of the
Virginia Tech cells. The output format in the Synopsys setup file is set to Cadence because
the Virginia Tech library is designed to be used with a Cadence product for place and route.

We utilize Cadence Silicon Ensemble PKS for placing and routing the synthesized
netlist from Synopsys. A library exchange format (LEF) file from Virginia Tech, which
details the physical description of the cells, is included for this purpose. A Verilog cell
description is also used. We have to alter the LEF file to establish criteria for wide metal
spacing because without it, we are not able to complete a layout design rule check (DRC).
During importation we rename power and ground special pins to match the names in the .lef
file. Because the optimization goal in this project is power, we include a VCD file obtained
from RTL simulation which describes a sample stream of activity. This allows power driven
placement based on minimizing switched capacitance. Following the Virginia Tech place
and route tutorial, we set core to I/O spacing at 38 um vertically and horizontally, flip and
abut rows so power and ground rails can be shared between adjacent rows, and initialize the
floorplan targeting about 90% core row utilization to prevent routing congestion issues while
minimizing extra switched capacitance. Preliminary tests on utilization factors greater than
90% often caused geometry and connectivity errors after place and route. Next we place
the I/O pins randomly because we do not have any fixed constraints for this task. We do

not add I/O pads because we are only interested in the power of the logic itself. We create
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power rings on the outskirts of the module of width 10.8 ym and spaced 2.16 ym from the
core. Horizontal rings are created with metall while vertical rings are created with metal2.
Another vertical ring is placed down the center of the chip with the same width. After the
rings are added we place the cells using the power driven placement option. In order to
prevent nwell spacing DRC violations later in the flow, we add filler cells to the entire core.
Following placement, we connect the ring while setting the pin width to 1.32 pgm. This
corresponds to the power rail width of an internal cell. Next, we route the design and verify
the geometry and connectivity. Assuming the process completes without errors, we utilize
a map file from Virginia Tech which translates Silicon Ensemble format to dfIl which can
be viewed in Cadence’s Virtuoso Layout Editor. We export the file to GDSII format.

The next step in the tool flow is to extract the layout produced by Silicon Ensemble.
In order to do this, we stream the GDSII file into Cadence Virtuoso Editor with a mapping
file which strips out the text labels and places them in the cap_id layer. This prevents DRC
violations which result from the manner in which Silicon Ensemble removes the labels from
the polygons when exporting to GDSII format. However, because the labels are placed
in the cap_id layer they do not appear after the extraction process. This makes it very
difficult to decipher the final netlist and determine I/O nets or special nets such as power
and ground. Therefore, we convert the cap_id labels for these important nets to the text
layer before we perform DRC and extraction. During extraction, we set the switch to keep
text labels and extract parasitic capacitances. The extraction and DRC rules are provided
in a modified version of the Cadence NCSU kit which is required for the flow to work.

After the extraction process, we utilize the Cadence Analog Design Environment
to produce an HSPICE netlist. Because we added some of the text labels manually in
the layout editor, they appear in the netlist. However, the task is not complete because
Synopsys Design Compiler does not add buffers to input signals, particularly the clock,
which has an extremely large fanout. Also, the output Y, a bus signal, is removed because
HSPICE does not accept brackets. Therefore, we write a perl script which takes as its input
a mapping file produced by the extraction and alter the netlist to include buffers for the
clock and other input signals and reproduce the output Y and other relevant bus signals

so that we may observe them during simulation. We also add a load of 4 minimum size
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inverters to each output net as well. After including the proper library for the transistor
models and generating a power supply, our netlist is ready for simulation.

For post-layout simulation we utilize a Synopsys tool called Nanosim. Although
the netlist is prepared, we use a program called VIRAN which converts our VCD activity
file into a vector format compatible with Nanosim. This requires writing a script for the
VTRAN program which deciphers the VCD file and includes the proper inputs in the vector
file. Before simulating we also write a configuration file in which we instruct the tool to
output the current drawn from power and ground. Finally, in order to view the output we
employ a tool which converts the Nanosim output to an ASCII display file that includes the
time and value of each output signal specified in a control file. Once this is setup, we can
execute a post-layout simulation to produce an accurate power estimation of our scalable

DA unit. The complete tool flow can be seen in Figure 5.1.

5.2 Static DA Implementation

In the FPGA experiment, we downloaded various configurations of scalable DA
and measured the power directly from the Pegasus board. These configurations represented
the DA architecture with different parameter values. We adjusted the number of filter taps,
the coefficient bit-width, the input vector bit-width, and the depth of the LUTs. The main
reason for doing this was to mimic the storage of multiple configurations in memory and to
reprogram the FPGA based on environmental conditions. In a standard-cell ASIC, this is
not possible because the routing structure is not programmable. However, we would still
like to explore the scaling properties of the DA algorithm both dynamically and statically.
This would allow insight into the scalability of ASIC designs. This section performs an

equivalent statically scalable DA experiment using our standard-cell flow.

5.2.1 Experiment Details

In the static version of our DA architecture, we utilize a perl script to alter the
Verilog description. Then we run the entire CAD tool flow on these various different files.

As in the FPGA case, prior to collecting data, we investigate the use of pipelining and
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reduced memory to see if it would have any impact on voltage scaling. However, preliminary
studies demonstrated that a DA architecture of minimal area consumed the least power.
This is partly because the LUTs are static and do not require flip-flops so the reduced
memory scheme is unnecessary. Our operating voltage is fairly low, so further scaling
introduces intolerable delay. Therefore, we maintain our implementation and collect data
for 18 different configurations. This represents a scaling of the number of taps from 4 to 28
in increments of 4, scaling the coefficient bit-width from 16 to 4 in increments of 4, scaling
the input vector bit-width from 16 to 4 in increments of 2, and scaling the LUT size from
4 to 64 with an intermediate point at 16. When the taps are being scaled, the coefficient
width, input width, and LUT size is set to 16. When the other parameters are scaled, we
maintain a filter order of 24. Although we can accommodate large filter sizes without the
fixed area constraint of the FPGA, we want to replicate the exact experiment in order to
compare both platforms. With that said, we only test the two extreme frequencies under
which we expect a scalable DA unit to operate under. This is 12.5 MHz and 1.5 kHz. The

power, area, and transistor counts are shown in the next section.

5.2.2 Results

Taps vs. Power (12.5 MHz)
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Figure 5.2: Taps vs. Power
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Taps | Coefficient Width | Input Width | LUT Depth | Area(um?) | Transistors
4 16 16 16 363 5850
8 16 16 16 454 10214
12 16 16 16 510 13436
16 16 16 16 573 17502
20 16 16 16 606 20482
24 16 16 16 664 24588
28 16 16 16 696 27858
24 12 16 16 646 23554
24 8 16 16 630 22110
24 4 16 16 560 17216
24 16 14 16 681 27530
24 16 12 16 666 25594
24 16 10 16 639 23662
24 16 8 16 621 21664
24 16 6 16 591 19764
24 16 4 16 567 17816
24 16 16 4 710 30634
24 16 16 64 701 24374

Table 5.1: Core Area and Transistor Counts for the Various Configurations

After running simulations on the 18 different versions of the DA architecture for
two different frequencies, we obtain plots for scaling the various parameters. We also de-
termine the size of the core from Silicon Ensemble and the transistor count from extracting
the layout. Table 5.1 details this information. The first point to note is that the core area
and transistor counts correspond directly. The relationship between taps and area is linear.
The drop in core size due to coefficient width and input width is also consistent with expec-
tations because we reduce the LUT depth and number of shift register flip-flops for those
two methods. An unexpected outcome is that the transistor count and area for 14-bit and
12-bit input vectors is higher than that for 16 bits. We speculate this deviation is due to
the fact that 16, being a binary multiple, is easier to optimize by the synthesis tool, and the
fact that a comparator which controls stalling for the algorithm for smaller widths is not
needed. This trend follows from the FPGA. Finally, an interesting piece of data involves
the LUT depth. An LUT size of 4 requires the most transistors and area. This is because
more LUTs and more addition terms are needed. An LUT depth of 64 words is slightly

better than 16 but for exactly the opposite reason. We hypothesize that there is a law of
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Figure 5.3: Taps vs. Power

diminishing returns in increasing the LUT size because a very large memory is harder to
place and route around.

Figure 5.2 shows the scaling of the number of taps at 12.5 MHz. This curve is
much steeper than the FPGA equivalent. Scaling from 28 taps down to 4 taps results in
reduction from a little over 200 uW to under 50 pW, which corresponds to a factor of 4. The
FPGA only scaled by 40% at the most. This is predictable because we no longer have the
routing overhead to deal with. The fixed power offset at 28 taps between platforms is over
50 times. Down at 4 taps it is an improvement of over 160 times. This is despite the fact
that the Virginia Tech Library is fabricated in .25 pm technology and the FPGA in .18 pm.
The Virginia Tech cells are far from power efficient, yet the dramatic difference in power
between platforms highlights the uphill battle FPGA designers face in improving products
when power budgets become an issue. Figure 5.3 is a semilog plot which looks at tap scaling
at 1.525 kHz as well. Unlike the FPGA where the power is constant at KHz frequencies,
we view linear frequency vs. power scaling. This corresponds to a factor of 10,000 drop in
power dissipation down to 18 nW at 28 taps. The same graph with taps replaced by the
transition region width (Figure 5.4) depicts the notion of approximate processing. When
the width of the main lobe is about 7/2, which corresponds to the cut-off frequency, the

power is a factor of 50 or so higher than when it is around 2.2 radians. Clearly, we prefer
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Figure 5.4: Transition Region Width vs. Power

a main lobe width that is as narrow as possible.

Coefficient Width vs. Power (12.5 MHz)
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Figure 5.5: Coefficient Width vs. Power

Adjusting the coefficient bit-width, shown in Figure 5.5, offers very limited power
scalability, consistent with the FPGA experiment. Although the power is around 150 uW,
scaling from 16 to 4 bits results in a reduction of maybe 15 uW or 10% and actually increases
at 12 bits. The FPGA equivalent scales by 15-20%. The lack of reduction reveals that

while the width of LUTSs scale, the extra sign extension prior to addition is still a factor



CHAPTER 5. STANDARD-CELL IMPLEMENTATION 58

Coefficient Width vs. Power

1000
J D —
100
g 10
2 ~—12.5 MHz (80ns)
g -=-1.525 KHz (655us)
s 1
o
4 8 12 16
0.1
m/_/.\_
0.01

Coefficient Bits

Figure 5.6: Coefficient Width vs. Power

capable of extending the carry chain and neutralizing the static power drop. Much like
the previous plot, frequency scaling in Figure 5.6 exists and there is no dramatic change at
lower frequencies. Replacing the bit-width with stopband attenuation on the x-axis provides
another look at approximate processing (Figure 5.7). In theory, the higher the stopband
attenuation, the more power mandated. However, since the coefficient width does not scale
well, we cannot really trade stopband attenuation effectively.

The next parameter we scale is the input bit-width. Unlike the coefficient width
which has negligible impact, we can expect small input vectors to reduce power mainly
because of shorter shift registers and reduced activity through stalling the algorithm and
registering the output every 16 clock cycles. This is in fact the case as we look at Figure 5.8.
The power scales from about 160 4W down to 90 W if we go from 16 down to 4 input bits,
corresponding to a 43% drop. The FPGA possessed a 15-20% drop equivalent to 1 mW. At
12 and 14 bits the power is actually higher or equal to the 16 bit case because the amount
of flip-flops saved is minimal while there is overhead required to stall the algorithm. As
mentioned earlier, the synthesis tool finds it easier to optimize binary multiples such as 16.
The semilog plot containing the results from running at 1.525 kHz (Figure 5.9) indicates
the same trend as the previous two scaling methods.

Finally, we scale the parameter which has no effect on accuracy, it is merely a
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Figure 5.7: Stopband Attenuation vs. Power for Coefficient Width Scaling

study of implementation choice. Figure 5.10 shows the results of varying the depths of the
LUTs. Although we utilize a size of 16 for our LUT tables, the plot shows a depth of 64
is optimal at 12.5 MHz with a very shallow minimum among the 3 data points. A depth
of 4 consumes almost 60 uW (38%) more power because of the extra terms required in the
addition process. Unlike the FPGA where the minimum of 6 address lines is clearly optimal
because of the way in which the Xilinx tool routes the structure and utilizes its own pre-
made components, the standard-cell implementation offers a bit of an enigma. Although
the 64 depth ROM is optimal at 12.5 MHz, it is the worst choice by far at lower frequencies
by almost a factor of 10 despite smaller area numbers (Figure 5.11). ROM depths of 4
and 16 exhibit normal frequency scaling properties consistent with other parameters for the
ASIC approach.

The differences we observe between the ASIC experiement and the equivalent
FPGA implementation in the preceding chapter is that we view linear frequency vs. power
scaling, consistent with the total power equation. We also see steeper curves for tap and
input width scaling because the flip-flop and adder area reduction has greater impact when
the interconnect overhead is not an issue. Finally, we operate in the uW power range
to start with. This is because we aggressively scale the voltage from 2.5 volts down to

between .75 and .85 volts depending on the configuration and the fixed static power does
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Input Width vs. Power (12.5 MHz)
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Figure 5.8: Input Width vs. Power

not dominate the total power. Although in the next chapter, we will show that this result
is still noticably worse than a full-custom design, we are able to conserve design time by

automating the synthesis, placement and routing.

5.3 Dynamic DA Implementation

Similar to the FPGA, we also investigate run-time scalability by running a dy-
namic implementation through the tool flow. This is more in line with precision-on-demand
processing because we can adapt the filtering based on environmental conditions such as
a variable energy supply. Since we are no longer limited by the routing overhead and the
static power of the FPGA, we can obtain power estimates that allow limited scavenging
possibilities at some frequencies. Although we do not foresee this particular library used
to target sensor applications because it is not designed for low power, we can expect a low
power standard cell library with an automated flow to do so down the line. Nevertheless,
this study presents data that provides an excellent comparison point to previous research

with full-custom cells.
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Figure 5.9: Input Width vs. Power

5.3.1 Experiment Details

In order to dynamically alter the DA architecture, we utilize filter tap truncation
and coefficient width truncation to reduce power. We also adjust the input width through
multiplexers and by stalling the algorithm. We scale the taps from 28 to 4 with middle
points at 20 and 12. The coefficient width we truncate from 16 to 4 in 4 point increments.
Finally, we vary the input width from 16 to 2 with 8 and 4 as middle points. We run the
design at the highest frequency necessary for sensor DSP applications, 12.5 MHz. The only
difference between this Verilog module and the one downloaded to the FPGA is the change
in the manner in which we handle coefficient width truncation. Instead of providing an
enable bit for every lower set of four bits (3 enable bits and 2:1 muxes), we place 4:1 muxes
controlled by two enable bits which determine whether to feed zeros or the coefficient data.
This implies that we do not need separate muxes for every set of four bits, instead we can
control all four combinations with larger muxes and two enable bits. The reason for this
change is because we do not ever want to enable a lower set of four bits while disabling a
higher set of 4. All truncation occurs from the right hand side of a vector. After extraction,
this dynamic implementation used 93,226 transistors in a core size of 1256 square um. The

next section shows the results of our study.
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LUT Depth vs. Power (12.5 MHz)
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Figure 5.10: LUT Depth vs. Power

5.3.2 Results

Figure 5.12 shows the plot of scaling the number of taps dynamically from 28 to
4. Notwithstanding the fixed power offset, the curve shows a scaling of about 8% from 825
uW to 750 W which is worse than the 15% equivalent scalability on the FPGA. There
is no power reduction from 28 to 20 taps and the offset is substantially higher, although
this is the result of increased switched capacitance due to the overhead of using register-
based memories and enabling multiplexers. The FPGA actually extracted SRAM cells for
the lookup-tables instead of flip-flops which partially explains the lack of scaling. Another
reason is that we do not disable the shifting when taps are disabled nor do we gate the
clocks.

Figure 5.13 shows the plot of coefficient width truncation from 16 down to 4 bits.
The power is reduced from about 825 to 775 uW or 6%, which is worse than the 15% possible
on the FPGA. As in the filter tap case, this is the result of register based memories. A point
to note, however, is that this is only marginally worse than scaling the coefficient width
statically. The reason is because feeding zeros into the adder in place of coefficient data
reduces the carry propagation chain in the critical path, thereby reducing activity, while

the static implementation may actually increase this path with the addition of sign bits. A
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Figure 5.11: LUT Depth vs. Power

similar trend was observed on the FPGA.

Scaling the input width, shown in Figure 5.14, dynamically with bypass multi-
plexers is slightly worse (4%) than coefficient scaling. This is primarly due to the fact that
although we are stalling the algorithm for multiple clock cycles, the clock still touches every
flip-flop, and therefore, the switching activity remains high. The power reduction from 825
to about 795 pW is about the same as the FPGA which offers limited input-width scaling
as well.

All in all, the dynamic scaling approach is very much a disappointment. Although
the design is over 3 times larger than any of the static implementations and although the
power consumption at 28 taps is linear with the area increase, the scaling effects are almost
non-existent when you compare with the static schemes for taps and input width. Because
the data is so disappointing, we make one final attempt at run-time scalability by examining

the results from clock gating which we present in the next section.

5.3.3 Clock Gating

The first thing we notice about the dynamic implementation is that when we
truncate the number of taps, we are merely feeding zeros into the adder for those LUTs.

The rest of the switching in the circuit remains despite the reduced level of accuracy.
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Dynamic Taps vs. Power (12.5 MHz)
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Figure 5.12: Dynamic Taps vs. Power

Clearly, we can do better. Similarly throughout the design, we notice points that have
extra switching activity which serves no purpose. The main culprit for this is the clock net.
Because our dynamic approach utilizes so many flip-flops, we must deal with the switched
capacitance at every one of these nodes every clock cycle. In order to mitigate this problem,
we explore the use of clock gating. In theory, this should have a dramatic power effect
because we only clock registers on a need basis and we eliminate the extra switching during
tap truncation with new bypass multiplexers that allow the input to move more quickly
through the vectors when certain taps are disabled. This is very similar to the scheme used
to truncate the effective input width. However, now we are applying it across LUTs instead
of within LUTSs. For clock gating, we settle on gating the initial condition registers and the
LUT registers based on their respective write enables. This is because after setup mode,
we no longer write to these registers at all. Similarly, all control registers used during setup
mode are clock gated when coefficient loading is complete and the setup mode pin is turned
off. Meanwhile, while we are in setup mode, there is no need to clock the accumulator,
output register, or shift registers. As a result we turn these off during this time period.
Because input width truncation has a stalling process, we apply further clock gating to all

of these flip-flops except the counter which keeps track of the number of stalls. Finally, we
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Dynamic Coefficient Width vs. Power (12.5 MHz)
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Figure 5.13: Dynamic Coefficient Width vs. Power

gate the clocks to the shift registers that are bypassed during filter tap truncation. Some
flip-flop clock inputs receive multiple levels of gating. This should produce meaningful data
because we no longer have to deal with the switching at the clock input node of every
flip-flop every cycle. Before we delve into the results of the new dynamic version with
clock gating, we first realize that our clock net is no longer substantially under buffered,
but we now must deal with intermediate clocks that lack buffering. As mentioned during
the tool flow, these intermediate nodes are not viewable post-extraction because the text
labels are stripped out when streaming into the layout editor. Instead of reintroducting the
labels in layout, we decide to buffer these clock nodes in the verilog based netlist produced
from Design Compiler. A perl script accomplishes this task and includes several levels of
buffering because a single gate cannot drive such large loads. Also, to eliminate logical
errors, we change the testbench to operate on the falling edge of the clock to prevent race
conditions. In order to prevent clock glitching we draw Karnaugh maps to determine and
correct hazards with redundant terms. The new design has 99,070 transistors and a core
size of 1256 square pm. This is a tightly packed design, unlike the previous implementation
which possessed some breathing room in order to operate correctly.

Figure 5.15 shows the results from scaling the number of taps after clock gating
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Dynamic Input Width vs. Power (12.5 MHz)
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Figure 5.14: Dynamic Input Width vs. Power

is applied. The first point to note is that the power is cut down to about 475 uW from
about 825 uW, a reduction of 42%. This indicates that clock gating the register-based
LUTs, initial condition registers, accumulator, output register, and control registers has a
significant impact on power. Scaling the number of filter taps down to 4 reduces the power
by more than a factor of 2.4 down to about 200 W which is significantly better than the
less than 10% drop without clock gating. This also significantly beats the 40% scalability in
the FPGA implementation. Because we bypass and gate off the shift registers corresponding
to disabled taps, we observe actual scaling gains.

This reduced overhead translates to coefficient width scaling shown in Figure 5.16.
First, the fixed power offset is now lower. Secondly, we observe a drop of 10% when scaling
from 16 to 4 bits, which is twice the amount as the version before clock gating. This is,
however, worse than the 15% possible for the FPGA which is primarily because we still
have many clocked flip-flops in this design.

Scaling the input width requires registering the comparator output which dictates
when to stall the algorithm. This increases the transistor count to 99,112 and the core
size to 1270 square pum. Figure 5.17 shows the plot in which we observe a scaling of about

2.2 times from about 475 uW at 16 bits to a little over 200 uW at 2 input bits. This
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Dynamic Taps (Gated Clock) vs. Power (12.5
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Figure 5.15: Dynamic Taps (Clock Gated) vs. Power

is substantially more than the 4% scaling observed prior to clock gating and the 15-20%
observed on a static FPGA implementation. The reason for such a drastic change is because
when we scale the input width, we gate the clock to the shift register, accumulator, and
output register during periods of stalling. Clocking these components clearly has a major

impact on power.

5.4 Summary

Although the standard cell experiment requires a more sophisticated and time-
consuming flow, we obtain better scaling results to important parameters than the FPGA
counterpart and operate at significantly lower fixed power offsets. This is primarily because
an ASIC does not suffer from the overhead of a flexible routing structure and the same
amount of static power dissipation as an FPGA. As a result, we observed a linear relationship
between frequency and power. This allowed power consumption at 1.5 kHz for various
implementations to be in the nW range. The static implementation exhibited scaling trends
up to 79% for filter tap variation and 43% for input width reduction. The run-time scalable
implementation after clock gating also offered large amounts of scalability for filter tap

truncation (58%) and input width variation (54%). In the next section we compare these
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Figure 5.16: Dynamic Coefficient Width (Clock Gated) vs. Power
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results to a full-custom design in order to determine the impact of these numbers given the

short time span in which we went from concept to post-layout analysis.
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Chapter 6

Conclusions and Future Work

In this thesis, we evaluate the energy scalability of Distributed Arithmetic on Field
Programmable Gate Arrays and standard-cell cores. Based on measurements from a Digilent
Pegasus containing a Xilinx Spartan II, we observe that filter tap recomputation allows up to
40% energy scalability and input width reduction allows up to 15-20%. However, this occurs
at 12.5 MHz and the FPGA, which suffers tremendously from static power, does not support
frequency scaling in the kHz range nor does it permit significant run-time scalability. Post-
layout simulations of a DA core built from cells obtained from the Virginia Tech Standard
Cell Library indicate that filter tap scaling reduces power by a factor of 5 while input width
scaling reduces it by up to 43% at 12.5 MHz. The ASIC implementation supports aggressive
voltage and linear frequency scaling. A clock gated dynamic implementation also exhibits
scaling on the order of 2.4 times for filter tap truncation and 2.2 for input width reduction.
This scaling process is the result of precision-on-demand processing which provides a method
to maintain some level of accuracy while reducing power dissipation. Distributed Arithmetic
is chosen for this purpose, because as a serial algorithm, it consumes lower static power due
to reduced area, and reduced dynamic power when precision is reduced.

In order to judge our results, we take a custom sensor DSP chip fabricated in
0.6pum technology containing a 54-tap DA-based filter[9] and scale it to 0.25 ym and 12.5
MHz through a procedure detailed by Horowitz and Dally[14] which states that the power

scales as the cube of the scaling factor. In order to compare our DA filter with the full-
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Taps vs. Power for Various Platforms
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Figure 6.1: Power Comparison of Various Platforms

custom implementation, we take the capacitance per operation and scale it linearly by the
scaling factor. Then we multiply by the frequency of operation which is 12.5 MHz and
our own voltage for the ASIC which was 0.9 volts. This is a pessimistic approximation
because we expect the full-custom design (which runs at 1.5 volts in 0.6 pum technology)
to scale further. Then we divide this number by 54 over the number of taps we are try-
ing to find a power estimate for. We do this calculation for all tap values in the dynamic
implementation because the full-custom chip possesses the capability to scale on-the-fly.
Figure 6.1 shows a plot of the full-custom, standard-cell, and FPGA power versus filter tap
truncation. Although all FPGA implementations can be considered dynamic in some sense,
we utilize the implementation that requires user input primarily because it is the largest
implementation and contains all the overhead needed to scale multiple parameters without
any reconfiguration. The plot indicates that although our ASIC implementation with clock
gating demonstrates scalability by 58% and operates in the W range, we are about 8.5
times worse than a pessimistic approximation of the full custom equivalent at 28 filter taps.
The FPGA fixed power offset from full custom is 240 times worse and from the ASIC it is
about 28 times worse. Initially, we expected an order of magnitude difference between each
platform; however, the FPGA is worse than this prediction. It is meaningless to compare

the scalability across implementations since the full-custom numbers in the graph are lin-
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ear to the number of filter taps due to the approximation. We can, however, compare the
scalability of the input width across platforms. Ignoring fixed power offsets, the clock-gated
dynamic ASIC implementation scales by about 1.5 from 8 input bits to 2, about the same
as the full-custom circuit[9]. The FPGA does not scale anywhere near as much. This plat-
form comparison suggests that methods to reduce dynamic power on standard cell designs,
through various approximation techniques can have a significant impact, even equivalent
to a full-custom approach. However, drastic measures must be taken to equalize the power
offsets. Considering the fact that the standard-cell DA core employs the use of automated
tools which do not optimize power and the use of cells which are not designed for low power,

it is reasonable to assume the ASIC implementation can be improved significantly.

6.1 Future Work

The next step in the standard-cell approach is to interface a power-efficient library
of cells to existing synthesis and place and route tools. This would create a hybrid full-
custom and standard-cell flow that would utilize optimized components including SRAM
cells instead of flip-flops for memory, but allow an automated process that could take as
its input a Verilog description. This description involves significantly less design time to
generate than layout. Another hybrid scheme could involve placing the cells by hand and
using a tool to route them automatically, thereby speeding up the process. The opportunity
to mix and match is present and the power numbers and scalability could improve because
this thesis demonstrates an offset of less than an order of magnitude using power-inefficient
cells and an inefficient tool flow. The main advantage of this mixed flow would be the
opportunity to exploit transistor-level techniques to minimize leakage such as transistor
stacking, adaptive body biasing, and high threshold devices. This would allow future designs
to cope with shrinking geometries.

The scaling results at high frequencies for filter taps on the FPGA motivate another
future project. This involves the design and development of a low-power domain-specific
reconfigurable array made from DA-based blocks that targets sensor DSP applications and

is powered by scavenged energy from mechnical vibration and light. This array would
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contain a programmable routing structure inherent to modern FPGAs, yet be optimized
for low-throughput sensor applications and variable energy supply. This future work hopes
to tackle the challenges present in order to make the widespread use of sensors for proactive

computing a reality.
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